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1
1.1

Introduction
Renewable Energy in WA State
Congress recently passed one of the biggest advancements in clean energy

and climate policy in over a decade – the monumental Energy Act of 2020. This
bill seeks to make strides in resolving the issue of the negative impacts of fossil fuel
energy sources like coal, natural gas, and oil. The Energy Act modernizes the Department of Energy’s research and development programs for scaling up clean energy technologies. The bill includes significant re-authorizations for solar and wind
energy production, grid modernization, and much more [9].
In Washington state, hydro-thermal power is the dominant renewable resource, accounting for approximately two-thirds of the total electricity production
in the state. Currently, wind power is the second largest contributor to Washington’s renewable energy production. Washington’s first utility-scale wind project
came online in 2001 and since 2013, wind has been contributing a consistent 6%
of the state’s total electricity net generation. As of 2020, wind now supplies 8% of
Washington’s power [10]. However, both solar and wind energy production are generally criticized for being intermittent and difficult to predict accurately due to the
variation that occurs based on location, differences in terrain, bodies of water, and
vegetation. Inaccurate predictions of wind increase the cost of energy and limit the
advantages of this renewable energy source. Even so, the Energy Act of 2020 calls
for Washington’s energy to be 100% carbon neutral by the year 2045 [8].
Avista Utilities is a corporation that provides electricity across 3000 square
miles located in Oregon, Washington, Idaho, and Montana. Their goal as a company is to provide safe, reliable, and responsible energy service [8]. Since Avista

is dedicated to continuously improving the way they provide power to their customers, it is important for them to accurately predict the amount of power that
their wind turbines will contribute to their overall generation. Since the hydrothermal energy turbines take multiple hours to come online and start supplying
energy to the grid it is necessary to have an accurate forecast of the power generated by wind (and solar) ahead of time so as not to over or under produce electricity and cause black outs or waste. During the summer of 2021, a statistical analysis
was performed on their outsourced predictions for the year of 2020. Below the results from the detailed statistical analysis are displayed in terms of their coefficients
of variation (COV). A coefficient of variation is a statistical measure of the dispersion of datapoints in a set around the mean. A good COV measures around 20%
or 0.2. This preliminary study of the forecasts shows that there is definite room for
improvement.

Figure 1: This preliminary study of the forecasts shows that there is definite room
for improvement.
The HLH grouping in 1 is the hours when the use of electricity is at its heaviest
(heavy load hours), and the LLH is the hours when the use of electricity is at its
2

lowest (light load hours).

1.2

Wind Energy Prediction
As stated previously, energy produced by wind can tend to vary greatly due

to its volatility and random nature dependent on weather. Due to this variation,
accurate prediction of wind power is nearly impossible. Currently the most frequently used models to predict energy produced from wind turbines are variations
of the Auto Regressive Moving Average (ARMA) model, Artificial Neural Networks
(ANNs), and Adaptive Neuro-Fuzzy Inference Systems (ANFIS). Other widely used
models stem from linear regression-based machine learning techniques and various
neural networks that model nonlinear systems [3].
At present, Avista Utilities outsources their wind farm energy predictions
by purchasing them from a forecasting service. These predictions have a significant
average error. For example, the prediction for the daily averages during the year
2020 have a mean average error of 13.15; that is, on average the daily average wind
prediction was 13.15 units away from the actual daily average. The aim of this thesis is to provide a prototype of a predictive model that consistently produces results with less error than those used in the utilities sector. We will move forward by
treating the accuracy of these predictions as a baseline and the target accuracy my
models will aim to exceed.
The efficiency and cost effectiveness of power supply to Avista’s customers
inherently relies on the ability of Avista’s outsourced forecast services to accurately
predict the wind generation correctly and in a timely manner so that hydrothermal and solar energy can supply the remaining power necessary. Machine learning
and deep learning techniques provide a wide array of options for predictive meth3

ods which may be applied to the utilities industry to varying degrees of success.
The smallest adjustments to model specifications and parameters have a significant
impact on the performance of each model, even within a single class of predictive
methods. To understand the tradeoffs of various predictive methods and design an
appropriate process for daily average power prediction, I evaluated the performance
of various predictive models on nearly 7 years of historical wind energy generation
data and compared them to real forecast data used in the corporate utilities sector. In Chapter 2, I give an overview of the methods used in my analysis. Chapter
3 contains the analysis of the different methods applied to the data in question.
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2

Machine Learning Methods

2.1

Regression Methods
Traditional linear regression is the most basic and commonly used type of

regression analysis. Regression seeks to answer two main questions:

1. How well does a set of independent variables predict a set of dependent variables?
2. Which predictor variables in particular have a significant impact on the outcome of the model?

The simplest form of the regression equation has one dependent and one independent variable. The regression relationship is modeled by Yi = f (Xi , β) + ei where
Yi is the target variable, f is the function, Xi the predictor variable, β the unknown
parameters, and ei the corresponding error term.
The first step in basic regression is assuming a mathematical correlation or
relationship between your target data and your predictor. Next is the creation of
a scatter plot showcasing the target data which guides the decision to assume that
the data points are linearly related or show a polynomial relationship. The final
step is to find the most accurate coefficients in the mathematical formula. When
there are multiple independent variables acting under the assumption of having a
correlation with the target data, multiple linear regression is implemented. This
essentially performs the same way as simple linear regression, just extends the algorithm by doing it more than once. Other extensions of basic linear regression include LASSO (Least Absolute Shrinkage and Selection Operator) regression and
Ridge regression. Both LASSO and Ridge regression use regularization techniques
5

to avoid overfitting the data. Overfitting occurs when the model is trying too hard
to capture the data points that are random and don’t represent true properties
of the data. Regularization discourages the model from learning a more complex
model at the risk of overfitting. If there is a lot of noise in the training dataset,
then the estimated coefficients will not generalize to future data very effectively.
Regularization shrinks these learned estimates toward zero. [6]
LASSO regression uses shrinkage, i.e. the data values are shrunk towards
a central point. LASSO regression performs L1 regularization, adding a penalty
to the absolute values of the magnitude of coefficients which encourages a sparse
model. This can result in models with very few coefficients because some coefficients can go to zero and get eliminated from the model. The goal of LASSO regression is to minimize the following sum of squares.
p
n
X
X
X
2
(yi −
xi,j βj ) + λ
|βj |
i=1

j

j=1

Some of the βs are shrunk to zero depending on the size of λ, which results in a
model that is easier to interpret [13].
On the other hand, Ridge regression uses L2 regularization and does not
result in sparse models or the elimination of coefficients, as in LASSO regression.
Least squares regression does not differentiate between important and less important predictors so it includes all of the predictors, which can lead to overfitting
and failure to find a unique solution. Ridge regression avoids all of these issues
by allowing just enough bias in the algorithm to make the estimates reasonable
when compared to the true population values. Ridge regression uses shrinkage, like
LASSO regression. The difference here is that the shrinkage estimators are theoretically able to produce new estimators which are closer to the true population
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parameters. The ridge regression objective is to minimize:
p
n
X
X
(yi − ŷi )2 + λ
βj2
i=1

j=1

Ridge regression is especially helpful when multicollinearity is present, i.e. two or
more predictive variables are highly correlated with one another.

2.2

Autoregressive Models
An autoregressive (AR) model is a statistical model that operates under

the assumption that past values have an effect on current values. This assumption causes this technique to be very applicable to the analysis of nature and other
processes that vary over time. One of the most commonly used models in corporate scale wind power prediction is the Autoregressive Integrated Moving Average
(ARIMA) model, which takes into account trends, cycles, seasonality, and other
non-static types of data when forecasting. One of the main advantages of ARIMA
forecasting is that it only requires data on the time series in question. While other
regression models use a linear combination of predictor variables, autoregressive
modeling uses a combination of past values of the variable. This time-series model
attempts to predict the next value in a series by incorporating the most recent past
values and using them as input data. Since AR models work under the assumption that their predictions are based only on past information, the implicit assumption of these models is that the fundamental forces that influenced the past values
will not change over time. This can lead to very inaccurate results if the underlying
forces are changing over time, i.e. climate change. Even with this knowledge, many
traders continue to use autoregressive models for forecasting purposes. However,
due to these limitations, the ARIMA model is computationally expensive, usually

7

performs poorly for long term forecasts, and has difficulty handling outliers. Based
on these limitations the implementation of an ARIMA model would therefore be
inappropriate for the data herein.

2.3

Decision Trees for Regression
Regression in machine learning is a two step process: the learning step and

the prediction step. The development of a model is done based on the given training data in the learning step and during the prediction step, this model is used to
predict the response for given data. Decision trees are one of the simplest algorithms in the family of supervised learning to understand and interpret [7]. The
goal of creating a decision tree is to create a training model that is able to predict
the value of a target variable by learning simple decision rules inferred from the
training data. Since we are working with numerical values and not categorical labels, we will proceed by implementing continuous variable decision trees. Important
terminology when it comes to decision trees is defined below:

• Root node: located at the beginning of a tree. It represents the entire population or sample being analyzed. Starting at the root node, the data set is
divided according to various features, and those sub-groups are split in turn
at each decision node under the root node.
• Decision node: when a sub-node is split into further sub-nodes, the node at
which the split occurs is a decision node.
• Terminal node (leaf node): final node of a tree.
• Branch (sub-tree): a sub-section of decision tree.

8

• Parent and child nodes: any node that falls under another node is a child
node, and any node which precedes the child nodes is a parent node.
• Splitting: a process of dividing a node into two or more sub-nodes.
• Pruning: removing the sub-nodes of a parent node. A tree is grown through
splitting and shrunk through pruning.

Decision trees are intuitive to people who do not have an analytical or mathematical background, they enable analysts to identify significant variables and important
relationships between two or more variables, and they can handle either categorical
or numerical data.

2.4

Random Forest Regression
Random forest modeling is a type of supervised machine learning algorithm

which is based on “ensemble learning”. Ensemble learning combines multiple predictions from multiple types of algorithms in order to improve prediction. Decision
trees are the backbone of random forest regression. Instead of using only one decision tree, the random forest utilizes multiple decision trees in the ensemble learning process. These decision trees run parallel to each other, meaning there is no
interaction between these trees while building them. But why is it “random”? The
decision trees that make up the forest are randomly created, i.e. each node in the
decision tree works on a random subset of the feature data to calculate the outputs
of individual decision trees which are then combined to generate the final output.
This process of combining the individual outputs is called “ensemble learning”.
Random forest regression uses “bootstrap aggregation” or “bagging” which refers
to random sampling with replacement. This better allows us to understand the bias
and the variance within the data set.
9

Random forest regression requires sufficient amounts of training and testing
data in order to perform well and it may take longer to train than other models due
to its complexity and necessary computational resources. Once it has been trained
on a sufficient sample of historical data, however, the model performs well and has
very little variation when new data is introduced. During the previously detailed
background research, it became clear that this type of model is not utilized very
frequently in the utilities industry since it requires such a large amount of historical
data to train on. In Washington state, we have the necessary amount of data for
this model to perform well and since decision trees isolate outliers in small subsections of the feature space it is not necessary to remove outliers when pre-processing
data. For the same reason, data transformation is not necessary either. This algorithm is also very stable if a new data point is introduced. The overall algorithm
is affected very little since the new data may affect one tree, but would not have
a large impact on all trees. While random forest regression has great potential for
higher accuracy than the other machine learning models and neural networks mentioned previously, there is one caveat in the training process: hyperparameter tuning. Hyperparameters are similar to settings of an algorithm. They rely on experimental results more than theory or intuition.

10

3
3.1

Comparison of Model Performance
Introduction
Machine learning is a data driven process motivated by the desire for an

intelligent outcome. [5] As previously discussed, machine learning plays a very important role in the utilities industry, specifically in the renewable energy sector. As
the push becomes stronger for renewable energy sources, it is crucial that prediction
models continue to improve in accuracy. The results obtained by implementing the
previously defined algorithms on Avista’s historical daily averages of wind power
production will be shown and compared for accuracy. Historial weather data was
collected from visualcrossing, a Weather Data & Weather API, at the wind farm
location to use as independent variables in the multivariate algorithms. The aim of
this thesis is to build and train the most accurate model possible and compare the
forecast results to the daily averages of real predictions used in the utilities industry, namely the forecasts that Avista Utilities pays for. These results may be useful
in demonstrating a method for approaching the more granular hourly predictions.

3.2

Data Preprocessing
Data recieved from Avista Utilities are barred by a NDA. Instead, we use

daily averages of the hourly forecasts and historical actuals of the wind generation
from Avista’s wind farm located in Palouse, WA.
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Figure 2: Instead, we use daily averages of the hourly forecasts and historical actuals of the wind generation from Avista’s wind farm located in Palouse, WA.
Table 1: Example of one week of daily averages of
Palouse Wind actuals and PRT predictions.

Date

Palouse Wind Actuals PRT Forecasted Value

4/1/2014 25.1345

11.4167

4/2/2014 50.2173

24.2083

4/3/2014 45.5397

12.625

4/4/2014 62.0247

40.4583

4/5/2014 81.2676

41.7083

This analysis incorporates nearly 7 years of historical Palouse wind energy production data for this thesis, visualized in Figure 2. The forecast service that Avista
uses their historical wind energy production forecast data is the PRT Real-Time
Load/Price Forecast. The predicted values are plotted in red in Figure 3. Notice
that these values seem reasonable as predictions for the smaller production val12

ues, but they tend to grossly underestimate the higher production values. I will
mainly use R-squared scores and mean absolute error to assess accuracy of the predictions visualized in 3. The R-squared score explains to what extent the variance

Figure 3: The forecast service that Avista uses their historical wind energy production forecast data is the PRT Real-Time Load/Price Forecast. The predicted values
are plotted in red.
of one variable explains the variance of the second variable, i.e. if the R-squared of
a model is 0.5, then approximately 0.5 of the observed variation can be explained
by the predictor variables. The mean absolute error is the average distance each
prediction is from the related target value, whether above or below. The R-squared
score of the PRT forecast for data from April 1, 2014 to December 31, 2020 is 0.698
and the mean absolute error is 11.8.
For the multivariate algorithms, we examine historical weather data in Palouse,
WA. This dataset includes historical daily averages for temperature, dew point, humidity, wind gust, wind speed, wind direction, cloud cover, visibility, solar radiation, solar energy, and UV index data every day since April 1, 2014. This dataset
was collected from the visualcrossing weather API. I have created scatterplots of
the weather data, seen in Figure 4, in order to gain a better understanding of the
contribution each predictor value may have to the target value. Notice that there
13

Figure 4: This dataset was collected from the visualcrossing weather API.
tends to be a clear pattern each year for each of these datasets, although the cloud
cover and wind speed seem to have less of a pattern than the others, but still have
values that seem reasonably related.
Data preprocessing is the first step in energy forecasting. This includes removing missing or null values and data exceptions and organizing data for use in
machine learning algorithms. Data exceptions can stem from the data not being
complete, machine errors, or the data being ambiguous. These data exceptions
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must be filtered out. There were a handful of duplicate days and missing days in
the historical daily average wind production dataset for Palouse Wind. The decision was made to replace the missing values by the averages of the preceding and
following day to avoid risking too many outliers, which could occur if the data exceptions were filled with zeros. A boxplot was created which shows the quartiles
of data. The calculated lower limit is −56.9 and the upper limit is 127.6 Figure 5

Figure 5: A boxplot was created which shows the quartiles of data.
communicates that all of the wind data lies within the range of the lower and upper
limit and hence, there are no outliers.

Table 2: A sample of the layout of predictor variables
used in this analysis.

Index Year Month Day Temp Dew Humidity Wind Gust Cloud Cover
0

2014 4

1

44.9

31.1 60.7

0

20.5

1

2014 4

2

44.2

30

28.4

25.7

2

2014 4

3

45.1

29.7 57

32.2

25.6

3

2014 4

4

44.4

35.9 72.9

31.1

70.7

60.8
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Table 3: A sample of the layout of predictor variables
used in this analysis.

Visibility Solar Radiation Solar Energy UV Index Wind Speed
9.9

185.8

16.1

6

11.4

9.8

241.8

20.9

7

18.2

9.9

173.6

15

6

13.2

9.7

192.4

16.6

7

16.2

In order to train the models to be as accurate as possible, they need to have
a dataset to train on and a different dataset to test their performance. Python’s
scikit-learn machine learning package was implemented to randomly split the data
into a training set and a test set. Due to the large amount of data, the separation into training and test sets was chosen to be a random selection so that as the
model was run more frequently it would not overfit. When the final results are
tested, they will be measured against the actual data from 2019-2020 and subsequently the accuracy will be compared with that of the PRT predictions for those
years. Two years is almost one third of the data I have, which is a reasonable amount
to test on. The R-squared score of the PRT Forecast for 2019-2020 is 0.67951 and
the mean absolute error is 12.79. These values give a target for comparison with
the machine learning methods previously introduced.

3.3

Hyperparameter Optimization
Hyperparameter optimization is the second step in predictive machine learn16

Figure 6: When the final results are tested, they will be measured against the actual data from 2019-2020 and subsequently the accuracy will be compared with
that of the PRT predictions for those years.
ing. This process is very important because choosing the best combination of parameters for your model has a massive impact on the accuracy of the resulting predictions. Hyperparameters govern the computation of the weights, and hence the
performance of the model is solely dependent on these decisions. After reaching
weights that seem very close to optimizing the model, these parameters must be
tested on new data.
Another important step in the machine learning process is cross-validation.
Cross-validation aims to estimate the validity of our model and the strength of our
learning function. It seeks to determine whether a model is too weak to give accurate predictions, or if a model is over fitting the training data and is at risk of
under performing on new data.
The technique used to search for the most optimal combination of hyperparameters for each machine learning algorithm was to create a grid of all the possible combinations of hyperparameters for each model and then randomly search
through them to find the most optimal combination for the model. Using a randomized search allows each run to take less time than if every possible combination
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was tested. For each run, the training and test sets are the same size as the previous run, but the values of each dataset are chosen at random which allows the
model to better learn how the target and predictors are related. After running the
randomized grid search for a sufficient amount of randomized data, the observed
combinations of hyperparameters which appeared the most frequently with the best
accuracy and did not overfit the data were documented. This narrowed down the
randomized search to those parameters, which led to the choices of optimal parameters. In order to implement the random search through combinations of hyperparameters for each predictive algorithm is scikit-learn’s RandomizedSearchCV
which implements a “fit” and a “score” method. A “fit” method is essentially the
training part of the algorithm and the “score” method measures the performance
of the prediction method. Essentially, what this randomized search algorithm does
is implement cross-validation techniques with a training and test set to test each
model against the others using the random grid of hyperparameters as an input.
This increases the model’s ability to generalize to new data, avoiding overfitting to
the training data. The integer-valued cross validation parameter of this search is
set to 5 by default. This value signifies the number of splits that is need for cross
validation. The cross validation remained set at 5 for all implementations of the
randomized optimal hyperparameter search. This technique works for all regression
models in Python, with slight variations due to different hyperparameters taken in
by each model.

3.4

Regression Models
LASSO regression uses L1 regularization, encouraging a sparse model, which

is beneficial when a model shows high levels of multicollinearity or when you seek
to automate certain parts of model selection such as variable selection and parame18

ter elimination. For these reasons, the machine learning algorithm search will begin
with LASSO regression.
Using scikit-learn, an efficient tool for data analysis in Python, I implemented a LASSO Regression algorithm with untuned hyperparameters on the dataset
introduced in 3.2. This implementation resulted in a model that had an R-squared
of 0.6199 and mean absolute error of 13.9442. These values show that this model is
less accurate than the PRT forecast, hence I continued by creating a random grid
of combinations of hyperparameters for this model. They hyperparameters that I
chose to tune for the LASSO model were alpha, max iter, and tol. The alpha hyperparameter controls the amount of emphasis given to minimizing the residual sum
of squares, the measure of discrepancy between the data and prediction model, versus minimizing the sum of square of coefficients. When α = 0, the coefficients are
that of simple linear regression and as α −→ ∞ the coefficients go to zero. Hence, I
chose to limit options for alpha to be α = [0.001, 0.01, 0.05, 0.1]. Max iter controls
the maximum number of iterations the model will run if it doesn’t converge before.
I chose the options for this value to lie within 50 to 500. Lastly, tol is the tolerance
for the stopping criteria, i.e. it tells the optimization algorithm when to stop. If the
value of tol is too large, it stops the model before it converges. I chose the possibilities for tol to be [0.01, 0.001, 0.0001].
After creating the randomized grid of hyperparameters, I implemented the
randomized search and fit the now tuned LASSO regression model to the test data.
The most frequent combination of hyperparameters with the most accurate results
was alpha: 0.1, max iter : 500, and tol : 0.0001. After discovering this optimal hyperparameter combination, the resulting model was fit to the 2019-2020 data to observe the resulting accuracy. This model performed slightly better than its untuned
counterpart with an R-squared of 0.6235 and mean absolute error of 13.8739. The

19

resulting prediction is visualized in Figure 7.

Figure 7: This model performed slightly better than its untuned counterpart with
an R-squared of 0.6235 and mean absolute error of 13.8739.
Even when tuned, however, this model does not come close to overcoming the accuracy of the PRT forecasts. Even a well-tuned LASSO regression model does not
exceed the PRT accuracy. Ridge regression takes a step further than LASSO regression by penalizing the model for the sum of squared value of the weights. This
causes the coefficients to never shrink to zero, and thus Ridge regression utilizes all
predictor variables which can cause it to be more accurate than LASSO regression.
The untuned Ridge regression model performed very similarly to its LASSO
counterpart, resulting in an R-squared score of 0.619917 and mean absolute error
of 13.944186 for the years 2019-2020. When tuned, using the same method and hyperparameters as the LASSO model detailed previously, the resulting 2019-2020
forecast performed slightly better than before.
The optimal hyperparameters found were alpha: 0.001, max iter : 50, and tol : 0.01.
The tuned Ridge regression method had an R-squared of 0.624347 and mean absolute error of 13.872237. This is an increase of 0.0008 in the R-squared and decrease
of 0.0017. These values, however, still do not come close to reaching the scores for
the PRT forecasts, so a new approach was implemented.
20

Figure 8: The tuned Ridge regression method had an R-squared of 0.624347 and
mean absolute error of 13.872237.

3.5

Decision Tree Regression
As previously explained, a decision trees creates a prediction of a target

by learning simple decision rules inferred from the training data. It breaks down a
dataset into increasingly smaller subsets while an associated decision tree is incrementally developed. This algorithm learns local linear regressions approximating
the target data.

Figure 9: A decision tree breaks down a dataset into increasingly smaller subsets
while an associated decision tree is incrementally developed.
An untuned decision tree regressor has quite a few limitations because a small
change in the dataset can make the tree structure unstable which can cause vari-
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ance. As expected, the untuned decision tree performed quite poorly with an Rsquared of 0.3799 and a mean absolute error of 16.8737.
The hyperparameters necessary to find optimal values for were criterion,
max depth, min samples split, max leaf nodes, and min samples leaf, and
max features. The criterion parameter measures the quality of a split. This can
be done using mean squared error, friedman mean squared error, mean absolute
error, and Poisson. The max depth parameter controls the maximum depth of the
decision tree. If set as None, then nodes are expanded until all leaves are pure or
contain less than the set minimum of samples allowed. This can tend to overfit the
data, however, so max depth was chosen to lie between 3 − 10. The min sample split
hyperparameter dictates the minimum number of samples required to split an internal node. For the purposes of this study, these values were set between 25 − 100, incrementing by 25. The max leaf nodes set the maximum amount of leaf nodes a decision tree can have and grows the tree in a best-first fashion. These values were set
between 15 − 30. The min samples leaf value sets the minimum number of samples
necessary to be at a leaf node. This means that a split point will only be considered if it leaves the at least the amount that min sample leaf dictates at both the
right and the left branches. This hyperparamater was set equal to 25 or 50. This
helps to smooth the model. The last hyperparameter included in my decision tree is
max features, which controls the maximum number of features that must be considered when searching for the best split. These were set to auto, sqrt and log2. If set
to auto, max features = n features. If set to sqrt, max features = sqrt(n features).
If set to log2, then max features = log2(n features). Recall, the features included in
the predictor dataset are year, month, day, temp, dew, humidity, wind gust, cloud
cover, visibility, solar, radiation, solar energy, uv index, and wind speed totalling to
14 features. This means that the value of n features, mentioned above, is 14 here.
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Like the method used for the regression models, I implemented a randomized search through the possible combinations of hyperparameters, iterating 75
times with a cross-validation of 4. This fits 4 folds for each of 75 candidates, which
totals 300 randomly chosen fits. The optimal parameters that generated this result
were criterion: friedman mse, max depth: 10, max features: auto, max leaf nodes:
35, min samples leaf : 50, and min samples split: 100. This tuned model resulted
in an R-squared score of 0.65477 and mean absolute error of 13.06615 for the 20192020 data which is better than both regression models performed.

Figure 10: This tuned model resulted in an R-squared score of 0.65477 and mean
absolute error of 13.06615 for the 2019-2020 data which is better than both regression models performed.
Figure 10 shows the results of this prediction method.

3.6

Random Forest Regression
Recall that random forest regression is comprised of multiple decision trees

which create a forest of trees working together to produce the most accurate results possible. There are numerous hyperparameters involved in the random forest
algorithm which require tuning and optimization. Before tuning, the random forest model performed relatively well compared to the decision tree method with an
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R-squared score of 0.5847 and a mean absolute error of 14.7571.
There are seven hyperparameters that were optimized in the random forest. Most of these are very similar to those of the decision tree mentioned previously like max depth, min sample split, max leaf nodes, min samples leaf, and
max features. The new hyperparameters introduced are n estimators and bootstrap. On the macro level, max depth works by reducing the growth of the decision trees, and hence the time it takes to train the model as a whole. These values
were set to lie between 3 and 10. If bootstrap is set to True, then bootstrap samples
are used when building trees which is a resampling technique that uses sampling
with replacement. Max samples controls the fraction of data given to each tree as a
training set. This ranges between 0.1 − 0.4. The value of n estimators, which controls the number of trees which make up the random forest, was set to range from
25 − 150.Because I anticipated the random forest model to outperform the previously observed algorithms, I implemented a more time intensive tuning process to
optimize the results. In order to determine the most accurate hyperparameters possible, I iteratively ran the tuning process 40 times while recording the parameters
chosen and respective accuracy. Documenting these for each execution of the randomized search and model testing on random subsets of the data allowed the observation of which hyperparameters increased the probability of the model over or
under fitting and which appeared the most frequently in the successful runs. This
information delivered better insight into the effect the value of each hyperparameter
had. Using this information,the values of each hyperparameter that occurred the
most frequently in the 10 best performing combinations were chosen.
When tuned in the aforementioned manner, the random forest regression
performed very well. The R-squared score is 0.70488 and the mean squared error is 12.2497. The hyperparameters that provide this result are max depth: 10,
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max leaf nodes: 35, max samples: 0.4, min samples leaf : 15, and min samples split:
10. This optimal combination provides a model that consistently performs better
than the PRT forecasts on the daily averages, as you can see in Figure 11.

Figure 11: This analysis is finalized since an R-squared score higher than 0.6795
and a mean absolute error lower than 12.79 have been obtained.
The tuning of the random forest regression model was somewhat more time intensive than the tuning of the others due to the sheer number of hyperparamaters involved. However, the time spent tuning this model definitely paid off. The results
shown in Figure 11 are more accurate than the daily averages provided by PRT and
hence, this analysis is finalized since an R-squared score higher than 0.6795 and a
mean absolute error lower than 12.79 have been obtained.
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4

Discussion and Conclusion
The results from this study provide statistically significant evidence that

with access to long-term historical wind power production data there is potential
for improvement in the predictions used in the corporate world. For the purposes of
this study, daily averages of the data Avista so generously provided were utilized.
With more work, the results and models discovered could have potential to be used
in the corporate renewable energy sector.

Table 4: 2019-2020 Model Performance Comparison

Model

R-squared Mean Absolute Error

LASSO Regression

0.6235

13.8739

Ridge Regression

0.6243

13.8722

Decision Tree Regression

0.6548

13.0662

Random Forest Regression 0.7049

12.2497

PRT Forecast

12.7943

0.6795

Although this modeling was performed on only a small subsection of the data sets
necessary for prediction in renewable energy production, these results have the potential to contribute to the major push toward renewable energy having a greater
impact in the utilities sector. Nonetheless, additional research is necessary to fully
address the scope of this major issue. The results from this study are only a drop
in the bucket in the vast ocean of research still left to be done in the area of accurate wind energy prediction.
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This research aimed to identify a machine learning model with accuracy
results that surpassed those of the forecasts that Avista Utilities outsources at a
great cost. Based on a quantitative modeling approach, it can be concluded that
there is room for improvement in the PRT forecasts. The results indicate that,
specifically for the daily average forecasts, an ensemble learning technique on historical wind power data creates a model with more accurate predictions than that
of the PRT forecast. Supervised learning provides an array of possibilities for increasing accuracy of predictions used in the utilities sector. The results from this
comprehensive analysis have the potential to assist in the push for efficiency and
cost effectiveness of renewable energy. There is still a great deal to be done in this
area. However, the results of this study show that as we obtain more historical data
the predictions of wind energy will have the capacity to become more accurate using ensemble learning methods. While we were unable to work with very granular
data, i.e. 1-5 hours ahead, which limits the generalizability of results, this approach
clearly illustrates an efficient approach with undeniable success. If there were more
time set aside for this analysis, the possibility of approaching this question with
a hybrid model that has the ability to handle under and over estimation of target
data would be implemented.

27

References
[1] J. Lai, Y. Chang, C. Chen, P. Pai. A Survey of Machine Learning Models in
Renewable Energy Predictions Article, MDPI: Applied Sciences, 2020. URL:
https://www.mdpi.com/2076-3417/10/17/5975.
[2] B. de Alencar, et al. Different Models for Forecasting Wind Power Generation:
Case Study Article, MDPI: Energy, 2017. URL: https://www.mdpi.com/19961073/10/12/1976.
[3] L. Wickramasinghe, P. Ekanayake, J. Jayasinghe. Machine Learning and Statistical Techniques for Daily Wind Energy Prediction Article, Gazi University, 2022.
[4] H. Demolli, A. S. Dokuz, A. Ecemis, M. Gokeek. Wind power forecasting based on daily wind speed data using machine learning algorithms, Article, Energy Conversion and Management, 2019. URL:
https://www.sciencedirect.com/science/article/pii/S0196890419308052.
[5] G. Strang. Linear Algebra and Learning from Data Book, Massachusetts Institute of Technology, Wellesley - Cambridge Press, 2019.
[6] B. Bradie. A Friendly Introduction to Numerical Analysis Department of Mathematics, Book, Christopher Newport University, Pearson Education, Inc., 2006.
[7] Sci-kit Learn API Reference Scikit Learn, API, Website. URL: https://scikitlearn.org/stable/modules/classes.html#.
[8] About Avista Website, Avista Utilities. URL:
https://investor.avistacorp.com/about-avista.
[9] Senate Committee on Energy & Natural Resources. Clean Energy Act of 2020
Bill, 2020. URL: https://www.energy.senate.gov/services/files/115BB3DA-EF5C4096-B26B-221B23E0A024#.
28

[10] U.S. Energy Information Administration. Independent Statistics & Analysis
Website, 2022. URL: https://www.eia.gov/state/analysis.php?sid=WA.
[11] Wind Energies Technology Office. How Do Wind Turbines Work?
Website, Office of Energy Efficiency & Renewable Energy. URL:
https://www.energy.gov/eere/wind/how-do-wind-turbines-work.
[12] 100% Clean Energy Policy Brief, May 2019. Website, Governer of Washington,
2019. URL: https://www.governor.wa.gov/sites/default/files/documents/cleanelectricity-policy-brief-bill-signing.pdf.
[13] Lasso Regression: Simple Definition Website, Statistics Howto. URL:
https://www.statisticshowto.com/lasso-regression/.

29

VITA

Author: Sidny M. Stewart

Place of Birth: Santa Clarita, California

Undergraduate School Attended: Eastern Washington University

Degrees Awarded: Bachelor of Science in Mathematics, 2020, Eastern Washington University. Bachelor of Arts in Spanish Language and Literature, 2020, Eastern
Washington University. Master of Science in Applied Mathematics, 2022, Eastern
Washington University.

Honors and Awards: Graduate Service Appointment, Department of Mathematics, 2020-2022, Eastern Washington University. Outstanding Graduate with an MS
in Applied Mathematics, 2022. Outstanding Graduate Student Teaching Award,
2022.

Professional Experience: Student Specialist Data Engineering Tech, Avista Utilities, Spokane, Washington, 2021.

30

